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Abstract

Ezisting JPEG/MPEG compliant perceptual cod-
ing methods do not fully exploit the local variation
of perceptual masking thresholds. This work demon-
strates that, for natural images with the same percep-
tual quality, the first-order entropy of the quantizer
outputs can be reduced by 15 to 40 percent when op-
timal locally-adaptive perceptual quantization is used.
Locally-adaptive perceptual gquantization requires the
perceptual thresholds to be available at the decoder.
However, transmitting the thresholds is prohibited by
the large amount of side information required. In this
paper, a DCT-based method is introduced that performs
locally-adaptive perceptual quantization without side in-
formation based on estimates of the perceptual thresh-
olds from the already quantized data. Since no addi-
tional side information is required, this method is com-
pliant with the bit stream syntax of the above mentioned
standards.

1. Introduction

The discrete cosine transform (DCT) of 8 x 8 image
blocks has become a standard compression method for
both still and moving images [9, 4]. A substantial part
of the compression gained by using DCT-based meth-
ods is generated by quantization of the DCT coeffi-
cients. This quantization introduces distortion in the
decompressed image. To achieve optimal compression,
the DCT coefficients should be quantized as coarsely
as possible while allowing minimal visible distortion in
the decompressed image. Quantization is accomplished
by division and rounding, according to the rule

uijr = |ciji/qi; + 0.5] (1)
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where ¢;; is the (4, j)th coefficient in the kth block (in
raster scan order) and the values g¢;;, ranging from 1
to 255, are the elements of the quantization matrix @,
which is transmitted as part of the coded image.

Ahumada, Peterson, Solomon and Watson [1, 5,
8] developed a detection model to predict visibility
thresholds ¢;;; for the DCT transform coefficient quan-
tization error,

€ijk = Cijk — Uij ijk, (2)

based on luminance, chrominance, and contrast of the
error as well as display characteristics and viewing con-
ditions.

Based on this detection model, Watson introduced a
technique called DCTune that, for a particular image,
optimizes ) for a given perceptual quality or a given
bit rate [12, 11]. ISO/IEC DIS 10918-3 specifies an ex-
tension to the JPEG standard which allows for limited
locally-adaptive coding within an image by specifying
a multiplier my, that can be used to scale the quantiza-
tion matrix for each block. Rosenholtz and Watson [7]
proposed a technique that optimizes @) as well a the set
of multipliers my, for either a given perceptual image
quality or a given bit rate.

However, neither of these perceptually optimized
methods is able to adapt to the full amount of masking
available at each transform coefficient. While DCTune
uses fixed step sizes for each block of the image, the sec-
ond method requires additional side information and
adaption is limited to uniformly scaling a fixed @ for
each DCT block. The questions naturally arising from
the limitations of the existing methods are: 1) how
large is the reduction in first order entropy of the quan-
tized DCT coefficients when optimal locally-adaptive
quantization is used (as to provide an upper bound
on the coding gain to be expected when using locally-



adaptive perceptual quantization), and 2) whether it is
possible to a implement such a quantization scheme in
a fashion that is compliant with the bit stream syntax
of JPEG and/or MPEG.

This paper is organized as follows. First we intro-
duce the perceptual distortion measure with regard to
which the parameters of the locally-adaptive quanti-
zation schemes are being optimized and describe how
the perceptual thresholds are computed. We then ex-
plain the process of optimal locally-adaptive quantiza-
tion scheme, followed by the motivation and idea be-
hind the new locally-adaptive quantizatizer. The paper
closes with a section on results obtained using the new
method followed by a brief conclusion.

2. Perceptual Distortion Measure

For still images, the human visual system (HVS) can
be modeled by a set of visual bandpass channels with
different spatial frequencies and orientations [2]. For
our approach, we assume that each DCT basis function
constitutes an individual visual channel.

A perceptually relevant distortion measure can be
based on the probability that a human observer is able
to detect a difference between the reconstructed and
the original image. Minimizing this probability will
necessarily minimize the perceptually noticeable dis-
tortion.

The following argument is based on the discussion
of probability summation in the HVS in [6] and [10].
In order to model spatial probability summation in the
HVS, we assume that the probabilities of detection are
pooled linearly throughout the area of the foveal re-
gion, which corresponds to about 2 degree of visual
angle. P;;j,, the probability of detecting a difference in
the foveal region, Fj, centered at location k in visual
channel ij can be expressed as

Py = 1- ] (1 —pije) (3)

Fijk

In Equation (3), pijr denotes is the probability of de-
tecting a distortion at coefficient ¢;jz. It is determined
by the psychometric function which can be modeled as
an exponential of the form
ﬁij
) (4)

where e;;;, is the quantization error, t;;; denotes the
detection threshold (corresponding to a probability of
0.63) and f;; is a parameter determined by the gra-
dient of the psychometric function at the threshold.

€ijk
tijk

Pijk = 1 — exp <—

Substituting (4) in (3) results in

€ijk

Pijr = 1 — exp —Z (5)

Fijk

tijk

Hence, minimizing the probability of detecting a dif-
ference in the foveal region F;j; is equivalent to mini-
mizing

€ijk P
Dy = Z —

Fijk

(6)

tijk

Finally, our perceptual distortion measure D is based
on the maximum probability of detection for all foveal
regions,

eigh |
tijk

D = max Z )
F

ijk
ijk

3. Detection Threshold Computation

The detection thresholds used for determining the

perceptual distortion are computed as

tijk = tc(i,j,k) - ac (i,5,k) (8)
The first term in Equation (8) is the contrast sensitiv-
ity threshold, the second term is the contrast masking
adjustment.

The contrast sensitivity models the dependence of
the detection threshold on spatial frequency, orienta-
tion, mean display luminance, local image mean level,
and other image independent parameters. It is com-
puted as

tC(iajak) = apW(COOkaiaja"') (9)

where apw (coo, %, J, - - -) iS as given in [5].

The contrast masking adjustment accounts for the
additional masking provided by large signal compo-
nents within the same perceptual channel. It is based
on the non-linear transducer model by Foley and Boyn-

Mijk

ton [2].
0.6

1 k=0
(10)
In Equation (10), m;j) is the weighted average magni-
tude over the foveal region. This is different as in the
DCTune where only the magnitude of the coefficient at
the same location is used.

aC(ba T, C) =



for (i, )
for k
compute m;jp
compute ;g
initialize g;;
do {
for k
Sijk = 2 tijr ¢ij/32
€ijk = Cijk — Sijk |Cijk/Sijk + 0.5]
compute D;;
adjust g;; using bisection
} while (g;; has changed)

quantize image using {g¢;;x } as step size weights

Figure 1. Pseudo code for optimal locally-
adaptive quantization

4. Locally-Adaptive Perceptual Quanti-
zation of DCT Coefficients

Let us consider the case where the image is quan-
tized to meet a perceptual target distortion Dr. In
the case of locally-adaptive perceptual quantization,
the entries of the quantization metric, ), are not di-
rectly used as step sizes. Instead, they are interpreted
as weights for the local step sizes used to quantize
the channel corresponding to the respective DCT basis
function. The goal of the quantization algorithms is to
optimize the g;; in such a way, that the quantization
is as coarse as possible while the perceptual distortion
measure is met for each channel

4.1. Optimal L ocally-Adaptive Perceptual Quanti-
zation

The function of the optimal locally-adaptive percep-
tual quantization for this case is shown in Figure 1.

After performing the block based DCT, the optimal
gi; is computed separately for each set of transform
coefficients corresponding to basis function (7, j). This
is possible since the distortion target Dr is met if D;; =
max {Dz]k} < Dr for all ij.

First, the masking thresholds are computed and g;;
is initialized based on the determined masking thresh-
olds and the distortion target. Then, the optimal value
of g;; is determined by means of an iteration process.
In every iteration, D;; is computed. If D;; < D the
value of g;; is increased using a bisection method, oth-
erwise is is decreased using the same method. The
process is terminated when g;; has not changed with

for scan (i,7)
for k
compute m;jk
compute ;i
initialize qij
do {
for k
compute mijk
compute fijk
sijk = 2 tijn i /32
€ijk = Cijk — Sijk |Cijk/Sijr + 0.5]
compute D;;
adjust g;; using bisection
} while (g;; has changed)

quantize image using {g;;} as step size weights

Figure 2. Pseudo code for locally-adaptive
perceptual quantization without side informa-
tion

respect to the previous iteration. Since g;; is an 8 bit
integer, the bisection process terminates after at most
9 iterations.

In order to be able to reconstruct the image, the de-
coder needs to be provided with the masking thresholds
tijr. This additional side information would the op-
timal locally-adaptive perceptual quantization scheme
non-compliant with the standardized bit stream for-
mats. Moreover, it would result in a prohibitively
large amount of side information. Therefore, the opti-
mal locally-adaptive quantization scheme will only be
used to provide an upper bound on the coding gain in
terms of for order coefficient entropy at the quantizer
output. Image compression based on locally-adaptive
quantization is only feasible, if a method can be found
that allows dequantization without the requirement to
transmit the perceptual thresholds as side information.

4.2. Locally-Adaptive Perceptual Quantization
without Side I nformation

The locally-adaptive perceptual quantization with-
out side information for DCT coeflicients is an ex-
tension of a locally-adaptive perceptual image coding
scheme for sub-band decomposed images introduced by
Hontsch and Karam [3]. It computes the step sizes
for the locally-adaptive quantization based on an es-
timate fi]-k of the perceptual masking which are com-
puted from the already transmitted data and linear
predictions of the missing coefficients at the receiver.

The algorithm of the locally-adaptive perceptual



quantization method
image DCTune optimal locally-adaptive
[12] locally-adaptive without side information
baboon | 1.639 bpp | 1.317 bpp  (-19.6%) | 1.364 bpp __ (-16.8%)
boats | 1.394 bpp | 0.797 bpp  (-32.8%) | 0.843 bpp (-29.5%)
lenna | 0.956 bpp | 0.721 bpp (-24.6%) | 0.757 bpp (-20.8%)

Table 1. First order entropies for perceptually lossless quantization

quantization method
image DCTune locally-adaptive
[12] without side information
baboon | 0.800 bpp | 0.636 bpp (-20.5%)
boats | 0.706 bpp | 0.451 bpp (-36.1%)
lenna | 0.475 bpp | 0.356 bpp  (-25.1%)

Table 2. First order entropies for high quality
images (almost transparent)

quantization algorithm without requiring side informa-
tion is shown in the form of pseudo code in Figure 2.

In contrast to the optimal algorithm, a constraint
needs to be imposed on the order in which the trans-
form coefficients associated to the DCT basis functions
are processed. Since the thresholds for all coefficients
depend on the DC channel, the minimum requirement
is to process the DC coefficients first.

As in the optimal case, first the image is transformed
and the true perceptual distortion thresholds ¢;;; are

compute.

Subsequently, the optimization process is

performed starting with channel (00). g;; is initialized
depending on the optimal thresholds and the target
distortion, Dr. Then for each k, estimates 1, and
estimate fz-jk are computed, the step size s;;;, is deter-
mined based on these estimates and the current value
of g;;, and the c¢;j; is quantized before repeating the
same process at the next location (in row scan order).
After computing D;;, the step size weight ¢;; is up-
dated using the same bisection method as described in

the previous section.

As before, at most 9 iterations are required for con-
vergence. Due to the repeated computation of fijk,
this locally-adaptive method without side information
is computationally more expensive then the previous

two quantization methods.

5. Results

The proposed locally-adaptive perceptual quantiza-
tion scheme has been applied to a number of 521 x 512
grayscale images. The perceptual thresholds were op-
timized for a viewing distance of 6 times the image
height. All §;; were set equal 4.

Table 1 contains the first order entropies and coding
gains for perceptually lossless compression (D7 = 1.0).
It compares DCTune, optimal locally-adaptive quanti-
zation as well as locally-adaptive quantization without
side information. The sub-optimal method not requir-
ing side information performs only marginally worse
then the perceptually optimal benchmark.

Table 2 compares DCTune and the new, locally-
adaptive perceptual quantization without side informa-
tion for high quality or almost transparent perceptual
quantization (D7 = 3.0). The coding gains in this situ-
ation are consistent with the gains for the perceptually
lossless compression.

Figure 3 shows the dequantized Lenna images cor-
responding to the bit rates in Table 2. As expected,
both the quantized images are perceptually equivalent.

6. Conclusion

Coding gains in the order of 20 to 40 percent can be
achieved when using locally-adaptive perceptual meth-
ods for quantizing DCT coefficients. The problem
when using locally-adaptive quantization schemes lies
in the fact that the perceptual thresholds are image
dependent and are required at the decoder in order to
reconstruct the image. In this paper, we introduced
a method that performs locally-adaptive quantization
without requiring any additional side information and
can be used for image compression. Moreover, its bit
syntax is compliant with the JPEG and MPEG stan-
dards.



original Lenna image DCTune [12], 0.475 bpp locally-adaptive
quantization without side
information, 0.356 bpp

Figure 3. Quantization Example for perceptual distortion target Dr = 1.0

References



