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ABSTRACT

This paper presents a locally-adaptive perceptual quanti-
zation scheme for visual data compression. The strategy
is to exploit human visual masking properties by deriving
masking thresholds in a locally-adaptive fashion based on a
sub-band decomposition. The derived masking thresholds
are used in controlling the quantization stage by adapting
the quantizer reconstruction levels to the local amount of
masking present at the level of each sub-band transform
coefficient. Compared to the existing non locally-adaptive
perceptual quantization methods, the new locally-adaptive
algorithm exhibit superior performance and does not re-
quire additional side information. This is accomplished by
estimating the amount of available masking from the al-
ready quantized data and linear prediction of the coeffi-
cient under consideration. By virtue of the local adapta-
tion, the proposed quantization scheme is able to remove a
large amount of perceptually redundant information. Since
the algorithm does not require additional side information,
it yields a low entropy representation of the image and is
well suited for perceptually-lossless image compression.

1. INTRODUCTION

Driven by a growing demand for transmission and storage
of visual data over media with limited capacity, increasing
efforts have been made to improve compression techniques
for visual information. One promising path is to integrate
models of the human visual system (HVS) into the design
of coding algorithms [1]. This has been motivated by the
fact that, given the diversity of image types and sources,
reliable engineering models for image sources currently do
not exist. With the absence of reliable image source mod-
els, image coding algorithms must rely upon generalized re-
ceiver models to optimize their efficiency and performance.
For an image the ultimate receiver is the human visual sys-
tem, and image perception is affected by its sensitivity and
masking properties. However, most of the existing meth-
ods for image coding are designed to minimize tractable
distortion criteria such as the mean-square error (MSE) be-
tween the images at the input and the output of the coding
system. Minimizing such distortion measures fails to guar-
antee preservation of good perceptual qualities in the re-
constructed images and may result in visually annoying ar-
tifacts despite the potential for a good signal-to-noise ratio
(SNR). This is especially true in low bit rate image coding
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applications where the goal must be to remove as much per-
ceptual redundancy as possible while introducing as little
perceptual distortion as possible.

Perceptual-based algorithms attempt to discriminate
between signal components which are and are not de-
tected by the human receiver. They exploit the spatio-
temporal masking properties of the human visual system
and establish thresholds of just-noticeable distortion (JND)
and minimally-noticeable distortion (MND) based on psy-
chophysical masking phenomena. Since images are usu-
ally stored and transmitted in a compressed form due to
their large information content, the interest has been es-
pecially in developing reliable and efficient image coding
algorithms. The central ideas in perceptual coding are: 1)
to “hide” coding distortion beneath spatial and temporal
JND thresholds, or, in the case of supra-threshold coding
(coding at very low bit rates/perceptually lossy coding) to
distribute distortion uniformly (or in another desired way)
in the perceptual domain, and 2) to augment the classical
coding paradigm of redundancy removal with elimination
of irrelevant signal information, i.e., discarding those signal
components which are imperceptible to the human receiver.

The paper is organized as follows. The next section gives
an overview of existing perceptual quantization methods,
discusses their limitations and identifies the problem to deal
with when devising a locally adaptive perceptual quantiza-
tion scheme. Section 3. describes our new algorithm. In
Section 4., we provide some results that illustrate the per-
formance of the proposed method. Concluding remarks are
given in Section 5..

2. EXISTING PERCEPTUAL
QUANTIZATION SCHEMES

True perceptual quantization requires computing and mak-
ing use of image-dependent, locally-varying masking thresh-
olds. However, the main problem in using a locally-
adaptive perceptual quantization strategy is that these
locally-varying masking thresholds are needed both for en-
coding and decoding. This, in turn, would require sending
or storing a large amount of side information and would
result in a significant increase in bit rate.

The existing and recently developed “perceptual-based”
compression methods attempt to avoid this problem by giv-
ing up or significantly restricting the local adaptation. One
method called DCTune [2] fits within the framework of
JPEG. Based on a model of human perception that consid-



ers frequency sensitivity and contrast masking, it designs a
fixed DCT quantization matrix (3 quantization matrices in
the case of color images) for each image. The fixed quanti-
zation matrix is selected to minimize the overall perceptual
distortion. The perceptual image coder (PIC) proposed by
Safranek and Johnston [3] works in a sub-band decomposi-
tion setting. Each sub-band is quantized using a uniform
quantizer with a fixed step size. The step size is determined
by the JND threshold for uniform noise at the most sensi-
tive coefficient in the sub-band. The JND thresholds are
provided by a heuristic sensitivity model of human vision.
A scalar multiplier in the range of 2 to 2.5 is applied to
uniformly scale all step sizes in order to compensate for the
conservative step size selection and to achieve good com-
pression ratio. In block-based methods [4], a scalar value
can be used for each block or macro block to uniformly scale
a fixed quantization matrix in order to account for the vari-
ation in available masking (and as a means to control the
bit rate). The quantization matrix and the scalar value for
each block need to be transmitted, resulting in additional
side information.

All of these methods exploit the frequency and orienta-
tion sensitivity of the human visual system and, to some
extent, consider the additional amount of masking provided
by the image itself. They either choose a fixed quantization
matrix for the whole image, select one fixed step size for a
whole sub-band, or scale all values in a fixed quantization
matrix uniformly. These methods do not take into account
the locally-varying masking threshold which differ for each
transform coefficient based on the considered image con-
tent. Because of this limitation, they fail to exploit the
large dynamic range of the available masking and tend to
allocate too much bits to less sensitive coefficients, resulting
in over-coding of some image components or in unnecessary
visible artifacts. A method that locally adapts the quan-
tizer step size to the amount of masking available at each
transform coefficient can be expected to result in a smaller
perceptual distortion, a more uniform perceptual error and
less noticeable coding artifacts at the same bit rate. Con-
sequently, it will lead to a smaller bit rate in perceptually
lossless compression and to higher perceptual quality in sit-
uations when bit rate constraints force the introduction of
visible artifacts.

The problem that arises when implementing a locally
adaptive scheme is that the quantizer step size is intimately
related to the data, and some form of side information needs
to be transmitted to ensure reconstruction of the coded im-
age. A locally adaptive quantization scheme that allocates
bits for step size information will likely not result in bet-
ter compression in spite of the improved removal of per-
ceptually redundant information because too much of the
bit budget is allocated for step size information. The need
for transmitting side information for each step size can be
eliminated when the available masking is estimated from
the already received data and a prediction of the transform
coefficient to be quantized. In the PIC framework, this can
be achieved by modifications to the perceptual model and
by imposing a constraint on the order in which the trans-
form coefficients are transmitted.

0 1 4 5
2 3 6 7
8 9|12 | 13
10 | 11 | 14 | 15

Table 1. Sub-band numbering scheme

0.50 | 1.24 | 3.95 | 6.00
1.39 | 3.50 | 9.00 | 8.75
9.50 | 9.80 | 10.0 | 10.3
5.60 | 9.25 | 9.25 | 11.0

Table 2. RMS JND base sensitivities tpqse(b)

3. IMAGE COMPRESSION WITH LOCALLY
ADAPTIVE PERCEPTUAL
QUANTIZATION

A block diagram of the new locally-adaptive perceptual-
based image compression algorithm is shown in Fig. 1. In
the proposed scheme, the input image is decomposed by
a generalized quadrature mirror filter-bank (GQMF) into 16
sub-bands (4 in each direction). Each sub-band is coded us-
ing a DPCM coder with a variable uniform mid-riser quan-
tizer. It uses a four point linear predictor optimized for
each sub-band of the input image. For every sub-band co-
efficient, the perceptual model computes an estimate of the
available amount of masking based on the already quan-
tized data and the predictor output. This estimate is used
to control the step size of the quantizer.

Although the GQMF decomposition is only a crude ap-
proximation of the multi-channel model of human vision,
it provides channels with different spatial frequencies and
orientations. It is also separable leading to a fast implemen-
tation and is critically sampled, which is highly desirable in
the context of image compression. The sub-band number-
ing is given in Table 3.. The upper right corner of the table
corresponds to the low frequency band. Each sub-band b
consists of a matrix of coefficients i(r,c), where r and ¢
represent the row and column numbers, respectively. The
coefficients 4 (r, ¢) are scanned row-wise and are quantized
in the order of increasing sub-band number b at each loca-
tion (r,c) (i.e., b varies while fixing r and c).

For locally-adaptive perceptual quantization, the support
of the perceptual model needs to be sufficiently localized to
allow masking threshold computation based on the already
quantized data and the predicted value of the coefficient to
be quantized. In our case, the perceptual model uses the
local mean and variance as well as the value of the trans-
form coefficient at the considered location (b,7,c¢), to cal-
culate an estimate tynp (b, 7, c) of the local noise tolerance.
tsnp(b,7,¢) consists of two main components:

+ ac(b,r,c) (1)

where tp(b,7,c) is the contrast sensitivity (detection)
threshold, and ac(b,r,¢) is the contrast masking adjust-
ment.

tinp(b,r,c) = tp(b,r,c)

Contrast sensitivity (detection) threshold, tp(b,r,c):
This is a measure, for each sub-band b, of the smallest con-
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Figure 1. Block Diagram of an Image Coder based on Locally Adaptive Perceptual Quantization

trast that yields a visible signal over a background of uni-
form intensity. This is essentially a measure of the HVS
Contrast Sensitivity Function (CSF) which is a global char-
acteristic independent of the input image. With the back-
ground luminance set to 127 (neutral gray), the detection
threshold ¢127(b) was established for sub-band b by psycho-
visual detection tests for uniform noise injected in the con-
sidered sub-band b. The test is repeated for all sub-bands to
obtain the complete set of base sensitivity thresholds t127(b),
b =0,...,15. Table 3. contains the base sensitivity ob-
tained for each sub-band. The unexpected increase in sen-
sitivity at higher frequencies, especially in band 6 and band
10, is due to the aliasing in the critically down-sampled
GQMEF. Usually, the aliasing is cancelled when reconstruct-
ing the signal. In our case, it is not eliminated since the
quantization noise is injected after the sub-band decompo-
sition and not in the input image.

The obtained base sensitivity thresholds t127(b) measure
the contrast sensitivity in function of frequency while fixing
the background intensity level. In general, the detection
threshold varies also with the background intensity. This
phenomenon is known as luminance masking or light adap-
tation [2]. In order to account for luminance masking, de-
tection thresholds ¢,,(b) were measured with different uni-
form background intensities m resulting in a ”brightness
correction” adjustment ap(b,m) = tm(b)/t127(b), which
is shown in Fig. 2 for sub-band 0. Since this function
was found to vary slightly for different sub-band, the same
brightness correction function ap(m) = ap(0, m) was used
for all the sub-bands. In our case, the uniform background
corresponds to the local mean m(r,c) = m +o(r, ¢), where
m is the global mean of the input image and %o(r, ¢) is the
quantized (or predicted if not yet available) transform coef-
ficient in sub-band 0 at the considered location (r,c). The
"brightness correction” adjustment ap (m(r,c)) accounts
for the variations in sensitivity depending on the local mean
m(r,c). It follows that the detection threshold ¢p(b,r,c) is

given by

tp(b,r,c) = ti27(b) - ap(m +4o(r,c)). (2)

Contrast masking adjustment, ac(b,r,c): Contrast
masking refers to the reduction in the visibility of one im-
age component (the target) by the presence of another one
(the masker). In our case, the target is the quantization
noise and the masker is given by the input image sub-band
components.

The intra-channel masking adjustment acingra(b, 7, ¢) is a
measure of the masking effect at the location (b,r,c) due to
sufficiently large coeflicients in the same sub-band b:

1 b=0
ACintra(by Ty ) = maX{L <%>oe} b 20 (3)
D\, T,

where 1;(r,c) is the predicted coefficient at the location
(b,7,¢). Equation (3) is derived from a non-linear trans-
ducer model for masking of sinusoidal gratings [5] using a
narrow-band noise approximation.

In order to model the increased masking provided by large
coefficients at the same location in other sub-bands (inter-
band masking), the model also contains an inter-band mask-
ing adjustment computed as

var{io(k,1)}
(k,1) € S(r,c)

X 0.035
+ Z’U)MTF(") . 22(7', C)) } (4)

In (4), 7 denotes either the quantized (if already received)
or the predicted sub-band coefficient, and the values wyrr
are the Human Visual System (HVS) modulation transfer

acinter(b,m,¢) = max{ 1, [ wurr(0) -



function (MTF) weights for the GQMF decomposition. In
order to allow prediction, we use

S(T)C) = {(T—l,C—l),(T—l,C),(T—1,C+1),
(’I“,C - 1)7 (Ta C)}

as the support of the variance estimate. So, the total con-
trast masking adjustment becomes
ac(b,r,¢) = acintra(b;7,¢) - acinter (b, 7, ¢). (5)
Finally, the step size of the uniform quantizer is computed
as

s(b,r,¢) = 2V3 tinp(b,rc). (6)
4. CODING RESULTS

The proposed scheme has been applied to quantize 512x 512
gray scale images. Table 3 compares the first oder en-
tropies obtained using the new locally-adaptive perceptual
compression scheme with those produced by a non locally-
adaptive perceptual image coder based on (PIC) [3]. PIC
uses one fixed perceptual step size for each sub-band. As ex-
pected, the proposed locally-adaptive compression scheme
yields a large compression gain. This is especially noticeable
for images like Indian, which have a large range dynamic
range of masking between relatively bright, flat areas and
large dark, heavily textured areas.

Fig. 3 shows a coding example for the Indian image.
While perceptually lossless compression is achieved when
using the step sizes s(b,r,¢) in (6), the perceptual model
provides nearly transparent quality at considerably de-
creased bit rate by introducing a step size multiplier of 2.5
for the PIC and a multiplier of 2.0 for the new locally-
adaptive scheme. Using the same step size multiplier for
both algorithms would have resulted in more noticeable per-
ceptual distortion for the locally-adaptive scheme because
it uses step sizes at the JND threshold for all coefficients
whereas the quantizer step size of the non-adaptive scheme
is determined by the most sensitive coefficient in each sub-
band. However, the compression gain obtained using the
locally-adaptive quantization scheme is still in the order of
40%.

5. CONCLUSION

In this paper, we introduced a quantization scheme for
visual data that adapts its quantization step size to the
amount of masking available at each transform coefficient
and, compared to non-adaptive perceptual methods, does
not require any additional side information. It uses a rather
simple perceptual model and exploits the low pass character
of the perceptual masking for natural images in estimating
the available masking. This estimation is based on the al-
ready quantized data and on a prediction of the transform
coefficient to be quantized. It has been demonstrated that
this method results in a superior performance compared to
non locally-adaptive schemes, which use a similar percep-
tual model but do not fully adapt to the local changes in
available masking. The cost of the locally-adaptive quan-
tization without side information is the constraint on the
order of transmitting the transform coefficients.
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Figure 2. “Brightness correction” adjustment

first order entropy
image not locally adaptive Iocally adaptive compression gain
perceptual quantization | perceptual quantization
baboon 1.46 1.15 21
indian 0.97 0.52 467%
. leena 0.73 0.52 28
lighthouse 0.90 0.58 357%

Table 3. Entropies for not Locally Adaptive and Locally Adaptive Quantization

Original image

PIC: non locally-adaptive

Locally-adaptive perceptual
quantization, 0.354 bpp

perceptual quantization,
0.614 bpp [3]

Figure 3. Coding E ample



